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OUTLINE

The fair or biased coin problem

How can we tell when the coin is biased?

Formalizing the model

Computing probabilities using Markov Models
1 Known ‘hidden’ states

1 Unknown ‘hidden’ states

Inferring the most likely hidden states (the Viterbi algorithm)

Inferring model parameters (training: the Baum Welch algorithm)
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MOTIVATION

Observed genetic sequences are shaped by a variety of unobserved
processes

Given a genomic sequence, can we tell exons from introns from
promoters?

GGiven a protein sequence can we tell which residues are in an a-helix
and which are in a P-sheet?

Given sequences of a protein family, can we evaluate the probability
that a new protein is a member of the same family?
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IS THE COIN FAIR OR BIASED?
[0 Consider the classical probabilistic experiment: tossing a coin many times.
Prob{ heads =p},Prob{taills=11! p},p" [0, 1
[0 A fair coin has p = 0.5

[0 Suppose we observe N coin tosses from a coin, with h and N-h tails

N

0 ) Prob{h heads in N tosse¢p} = , '@ —p)Nh
[0 p can be estimated as the proportion of observed heads

- h

N

1 This is also the maximum likelihood estimator (maximizes (#) as
function of p for given h and N)
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Prob {Heads}
1

WHICH COIN IS FAIR?

MOVING AVERAGE (1000 TOSSES,
WINDOW WIDTH = 100)
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WHAT IF THE COIN CAN BE
SWITCHED BETWEEN TOSSES?

[1 Now consider a more complicated situation:

[0 There are two coins: coin 1 with probability of heads p and coin 2 with
probability of heads q. We assume p#q, otherwise the coins are
indistinguishable.

0 For the first toss, one of the two coins is picked at random (coin 1 with

probability o.5)

(1  Between tosses, the coins can be switched with probability A

A few questions:
[0 Can we detect if a single or multiple coin is being tossed?
[0 Can we estimate when the coins were switched?

0 Can we estimate all the model parameters?
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ARETHERE MULTIPLE COINS?

MOVING AVERAGE (10000 TOSSES,
WINDOW WIDTH = 100)

p=0.7, q = 0.3, A=0.001I

P=0.55, q = 0.45, A=0.001I

Prob{Heads}
1

T ey
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Frame# (movingaverageover 100tosses) ) )
W OND {SE DU WAYNE DELPORT { WDELP CSD.EL

"IN

AIMS, SPRING 2010


mailto:spond@ucsd.edu
mailto:spond@ucsd.edu
mailto:wdelport@ucsd.edu
mailto:wdelport@ucsd.edu

COMPUTING PROBABILITIES
OF OBSERVING THE OUTCOME

Suppose we have observed a sequence x=HHHHTTTT

In order to compute the probability of observing x, we need
to know model parameters (p,q,A) and which coin was being
tossed at any moment, i.e. the (generally unobserved)
sequence of coins.

Let p=0.9, q=0.2, A=0.01, and the coin sequence be
C=00O0O0IIII
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TRANSITIONS P=0.9, q=0.2, A=0.01
O, 0, 0.0, . 0. OO
v v v v v v v v

H H H H T T T T

EMISSIONS

Given the unobserved state, we can compute the emission
probability of the observed sequence

Prle = HHHHTTTT|c = 00001111} =

Hpr{xi\q} —

PI’{ZE‘]_ — H‘Cl = O}PI’{ZEZ — H‘Cz — O} ... Pr{ng — T|68 — 1} —
p*(1! ¢)* = 0.9%0.8* = 0.268739
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PROBABILITY OF OBSERVING
SEQUENCE X AND COIN SEQUENCE C

The probability of observing a sequence x and assuming that c
(coins being tossed) are known is actually a product:

Pr{x, c} = Pr{x|c}Pr{c}

LAW OF TOTAL PROBABILITY/ A
p \
st dn oy PROBABILITY OF
WHICH COIN 1s BEING  OF COINS, GIVEN THE
TOSSED MODEL OF SWITCHING
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P=0.9, q=0.2, A=0.0T
Lo OO
v . ' ' ' Y ' ;

H H H H T T T T

MARKOV PROPERTY (NO MEMORY)
Pr{c, = alc,_1,C—2,...,Cy} = Pr{c, = alc,_1}

PEEL OFF THE LAST COIN Pr{c=00001111} =
Pr{c; = 1|c[0: 6] =000011LPr{c[0:6] =0000111 =

l

Pr{c; = 1llcg = 1}Pr{c|0:6] = 0000111} =
6
... = Pr{cp =0} H Pr{ci+1 |ci}
i=0
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P=0.9, g=0.2, A=0.01

.00, 0. 0. 0.0,
Y Y Y Y Y Y Y

v
H H H H T T T T
6
Pr{ =0 HP{Ci+1| i}:
1=0
0.5! 0.99! 0.99! 0.99! 0.01! 0.99! 0.99! 0.99 =
0.0047074
Pri{z,c} =
Pr{HHHHTTTT|00001111}Pr{00001111} =
0.00126506
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LIKELIHOOD

Pr (data | model) considered as a function of the model parameters
(coin sequence in the previous example) is called the likelihood
function - a fundamental statistical concept that permits to select
well fitting models.

Pr ( HHHHTTTT | c=oo001111) = 0.0012

Do the data support one or multiple coins?

Pr HHHHTTTT | c=o0000000) =? -3x107

Pr HHHHTTTT c=rr1r1111) = ? ~3X10 4
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DEALING WITH UNOBSERVED STATES

In practice, the sequence of coin tosses will not be observed.

What we really need to compute is Pr {heads/tails sequence}

The solution: sum over all possible coin sequences, or ‘integrate’

Pr{z} =) Pr{z|c}Pr{c}

We can compute the summand for each ¢, but the sum itself is
exponential in size!

Need an efhicient algorithm — Markov property to the rescue!
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AN EXAMPLE WITH 4

OBSERVATIONS

| Pr{zor122073} =

PI'{ 370371372373‘00(316263} Pr{ COC16263} —

C

> Pr{wo|co}Pr{z1|c1 }Pr{zs|ca}Pr{zs|es} x

PI‘{CQ}PI{Cl ‘CO}PT{CQ |Cl }P]_”{Cg ‘CQ} —

Pr{co}Pr{zg|co}!

Co,C1,C2,C3

PI‘{Cl C()}PI'{ZIZ‘l Cl} |
Pr{cs|c1 }Pr{zs|co} !
Pr{cs|co}Pr{zs|cs}
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Pr{cO}Pr{xO ‘CO} ! Cost ~ n |€] n is the length of the
Co,C1,C2,C3 observed sequence

PI{Cl C()}PT{.CL‘l Cl} |
PI{CQ Cl}PI‘{QZQ CQ} |

Pr{63|CQ}PI‘{$3‘Cg}
BT i Prao)

1
I (o] >
11
o o ISR
C2I
oo i SRS
c3
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Data : Observed sequence xg,...,Zn,
Emission probabilities Pr{zi|cj},
Transition probabilities Pr{cilc¢},
Initial probabilities Pr{cy = ¢}

Result: Probability of observed sequence

P! 0;

() ! number of hidden states - 1;

temp! zeroarray(Q + 1);

for ;=0 to Q do

for i=0 to Q do

| templjl+ = Pr{znla} " Pr{clg};

end

end

for ki=n-1to 1 do
temp2!  zeroarray(Q + 1);

for ;=0 to Q do
for ;=0 to Q do

end

end

temp! temp?2;
end

for c;=0to Q do
P+ = temp|c]" Pr{xo|co} Pr{cy = ¢};
end

return P;

| temp2[j]+ = Pr{zla} " Pr{clq} "

Pf{Co}PI’{ZCo‘Co} X

Co

Pf{CﬂCo}PI’{SBl‘Cl} X

C1

Pricz|ci}Pr{zs|ca} x
CQ!
PF{Cg‘Cz}PI’{fgng,}

Cc3

templi);

‘BACKWARD ALGORITHM’
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‘FORWARD’ AND ‘BACKWARD’ ALGORITHMS

For every hidden state, c¢j, the backward algorithm efhiciently
computes the probability of generating the suffix of the observed
sequence, from position j+I onwards, given the value of ¢;

Bi(c) = Pri{z+1,...,xN|c; = c}

A recursive calculation can be carried out forward to define the
probability of the prefix of the observed sequence, from 1 to j-1,
given the value of ¢;j

F (c) = Pri{x1,...,7j1 1]¢ = ¢}
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THE FORWARD ALGORITHM

F1(c)
Fi +1(C)

Pr{Ci = C} INITIALIZATION
Fi(K)Prixjlg = kiPrig1=clg = kj
s RECURSION

Data : Observed sequence xq, ..., x,,

Emission probabilities Pr{x;|c;},
Transition probabilities Pr{c;|c;},
Initial probabilities Pr{cy = ¢}

Result: Forward probabilities F(j, ¢)

() < number of hidden states - 1;

F «— zeroarray(n,Q + 1);

for j:=0 to @) do

| Fl0][j] = Pr{co = j};
end

for k:=1 to n do
for j:=0 to ) do
for i:=0 to () do
‘ F[k][j]+ = F[k — 1][i]] X Pri{xzp 1|cw 1 = i} Pr{ck = jlcp 1 = i}

end

© 00 N o/ B~ W N P

=
(@]

11 end

12 end

13 return F;
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COMPUTING THE
PROBABILITY OF AN OUTCOME

The probability of the entire sequence of observations can now be
computed in a variety of ways

Pr{Xl,...,XN} Bl(C)Pr{Xl‘Cl = C}Pf{Cl = C} =

Fn (QPr{xn oy = ¢} Fi (0B (OPr{xjlg = c;

1<J<N
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COMPUTING THE
PROBABILITY OF AN OUTCOME

Back to our example: Prix=-HHHHTTTT} = o0.0021472.
This 1s summed over all possible coin switch patterns

A particular coin switch pattern, namely oooor1rii, gave the
joint probability of ~0.0013

Is there a more likely path?

To answer this, one needs to solve a maximization problem...
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THE MOST LIKELY UNOBSERVED SEQUENCE

How does one define the most likely unobserved sequence?

One possibility is : which unobserved sequence has the maximal
posterior probability? /
Pr{x|c}Pr{c}
Bayes rule: Pr{c|z} =
Pr{z}
\ \ Does not depend o
the unobserved
osterio

seguence
To maximize the posterior probability, one 1
maximization problem: argmax_ Pr{x|c}Pr{c}

c 1ollowing

Should be reminiscent of graphs arising in sequence alignment.
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VITERBI DECODING

max Pr{cg} Pr{xo|lco} X Pr{ci|co} Pr{x1i|ci} X
Co,C1,C2,C3

Pr{co|c1} Pr{ix2|ca} x Pr{cs|ca} Pr{x3|c3}

1 Consists of two passes: backward to populate, for each state (except the
first) the following two matrices, P (probabilities) and S (states):

0  Pik,il contains the maximum (over all possible hidden states from k to n-1)
probability that for tail sequence of observations starting at k, given that the state at
position k-1, is 1

0 Cik,il contains the hidden state at position k, that realizes PIk,il.

[0 Forward: select the maximally likely state at position o, then use scan Clk,il
forward to select the best path, and Plk,i} to compute the concomitant

chain probability:.

1 Runs in time O(n Icl?)
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0 ‘ ‘ ‘ P=0.9, q = 0.2, A=0.05

AT POSITION 4

Previous

Previous 0.76 (q)

Coinis g

o

max(0.1 x 0.95,0.8 x 0.05) max(0.1 x 0.05,0.8 x 0.95)

. *
The 4-th coinis p The 4-th coinis p
The 4-th coin is q The 4-th coin is q
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° ° ° p(lf3rd|3p)q|f(3@

H

H

T

I
A 4

T

ATPOSITION 3

I
P=0.9, q = 0.2, A=0.05

Previous
Coinisp

Previous
Coinis q

max(0.1! 0.95! 0.0950.8! 0.05!

’ 0.034 (q) 0.095 (p)

The 3rd coin is p
0.5776 (g) 0.76 () The 3rd coin is q
v
w
*

max(0.05! 0.1! 0.0950.8! 0.95! 0.76)
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L

| | | |
A 4 A 4 A 4 A 4
H H T T

ATPOSITION 2
P/S matrix 1 (H) 2 (H) 3 (T) 4 (T)
P=0.9, q = 0.2, A=0.05
Previous
ee

The 2nd coin is p
Com og 0.11Q () 05776 (a) 0.76 (c) The 2nd coin is q
max(0.9! 0.95! 0.0340.210.05! 0.5776
* *

max(0.9 x 0.05 x 0.034,0.2 x 0.95 x 0.5776

AIMS, SPRING 2010 SERGEI L KOSAKOVSKY POND [SPOND@UCSD.EDU} WAYNE DELPORT [WDELPORT@UCSD.EDU}



mailto:spond@ucsd.edu
mailto:spond@ucsd.edu
mailto:wdelport@ucsd.edu
mailto:wdelport@ucsd.edu

@—@is p), q if (1stis q) g (if 2nd is p), q if (2nd is q) p (if 3rd is p), q if (3@
L L L

| | | |

A 4 A 4

H H T T

AT POSITION 1
e
P=0.9, q = 0.2, A=0.05

Previous

No 0.026 (p)| 0.034 (g)| 0.095 (p)

Coinis p orevious The 1st coin is p
Previous oo}
Coin is g 0.0ll&&ll‘O (q)| 0.5776 (g) 0.76 (q) The 1st coin is q

max(0.5! 0.9! 0.026,0.5! 0.2! 0.110)
*
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FORWARD PASS OF THE
VITERBI ALGORITHM

p (if Istis p), qif (Istis q) q (if 2nd is p), q if (2nd is q) p (if 3rd is p),qif(3rdiD>
| | |
| | | |
A 4

y
H H T T

MOST LIKELY SEQUENCE: P-P-Q-Q
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To avoid numerical underflow, it is easier to Data : Observed sequence Xo, ..., Xy,

. Emission probabilities Pr{x;|c;},
convert to log scale. Because Log(x) is a Transition probabilities Pr{ci|c; },

monotonically increasing function, solving Initial probabilities Pr{cy = c}
max f(X) iS e qUivalent to s OlVin g max L o g Result : g;ceh path with maximal posterior probability, and the log probability of the
f(x), assuming f(x)>o0 for all x. T T E

2 P «—array (n + 1, Q + 1)initialized to — oo;
3 S «— zeroarray (n +1,Q + 1);
4 for i:=0to @ do

5 for j:=0to @ do

6 t — logPr{c;|c;} +logPr{x,|c;} ;
7 if t>P [n][i] then

8 Pn]li] —t;

9 S[njli] —1;

10 end

11 end

12 end

13 for k:n-1 downto 1 do

max log Pr{co} + log Pr{zo|lco} + |« | tor i-vt0ao
co,C1,C2 ,C3 15 for j:=0to @ do
16 t — logPr{c;|c;} +logPr{xx|c;} + Pk + 1][j] ;
1 1 if k][i] th

log Pr{ci|co} +log Prixi|ci} + = | | 1P Wilten
i SK]fi] i

log PT{CQ Cl} = 1Og PT{ZEZ 02} T a0 end
21 end

log Pr{cs|ca} + log Pr{xs|cs} . | e

Note, that we don’t actually need to store P = —
for more than two positions at a time, 25 | t—logPr{cy=i}+log Prixolc:} +P[1]i] ;
so the algorithm can be improved. ——
We can also get rid of the special clauses 28 S[0][0] i
for the last position by initializing P o | end
. 30 end
appropriately.
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FORWARD PASS.

24 for :=0to Q do
o5, t — log Pr{co = i} +log P[1][:] ;
26 if ¢ > P[0][0] then

27 P[O][O] « t;
28 S[0][0] « ¢;
29 end

30 end

31 Path < array(n + 1);

32 Path[0] «— S[O][O];

33 for :=1ton do

34 | Path[i] — S[i][Path[i — 1]];
35 end

36 return Path, P[0][O];
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P=0.9, q=0.2, A=0.0T
L OL O, OO,
Y Y Y Y

H H H H T T T T

DD D D DD
SEREBEBE

Viterbi decoding returns hidden path sequence oooorirr,
with Log(P) = -6.67264, i.e. P = 0.00126506, consistent with
our previous findings.
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PARAMETER OPTIMIZATION

p=?7, q=?, A=?

L. OO0, . O,
v Y v Y v v v v
H H H H T T T T

[0 So far, we have assumed that model parameters (e.g. p, q, A) are given to us.
0 What if all that we have is the sequence of observations, X?

00 Consider log P x | p, q, M) as a function of (p, q, M. This is the (log)-
likelthood function.

0 We select the set of model parameters that maximize the likelihood function
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OPTIMIZING MODEL
PARAMETERS

Use any numerical optimization technique

Baum-Welch is a specialized efhicient algorithm for HMM, relying
on the computation of backward and forward probabilities and
expectation maximization.

For HHHHTTTT:
p q A Log(P)
0.9 0.2 0.01 -6.14359
0.9 0.2 0.01 -7.92806
1 0.2 0.01 -5.90794
1 0 0.01 -5.35862
MAX 1 0 1/7 -3.56396

AIMS, SPRING 2010 SERGEI L KOSAKOVSKY POND [SPOND@UCSD.EDU] WAYNE DELPORT [ WDELPORT@UCSD.EDU}



mailto:spond@ucsd.edu
mailto:spond@ucsd.edu
mailto:wdelport@ucsd.edu
mailto:wdelport@ucsd.edu

EXAMPLES OF EASY
ESTIMATION

P=0.7, q = 0.3, A=0.005, N = 1000
P=0.694, q = 0.283, A=0.003
Viterbi infers 3 transitions

| concat) o el 700

positions

P=0.7, q = 0.3, A=0.005, . = §000
p=0.72, q = 0.31, A=0.006

Viterbi infers 23 transitions
(correctly), but miscalls 2.16% of
positions
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EXAMPLES OF DIFFICULT
ESTIMATION

Prob{Heads}
1

P=0.7, q = 0.3, A=0.01, N = 100
e P=0.6, q = 0.38, A=0.03
T  Viterbi infers 3/6 transitions and
miscalls 14.00% of positions

Prob {Heads}
1

P=0.55, q = 0.45, A=0.01, n = 1000
p=0.58, q = 0.46, A=0.01

v L Viterbi infers 1/12 transitions
(correctly), and miscalls 26.10% of
positions

400 A 500 600
Frame # (moving average over 50 tosses)
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